
This is advanced machine learning by way of a general framework that includes ANNs (artificial neural networks) as a 
special case. 

PGMs are
Probabilistic: using multivariate statistics
Graphical: based on a graph structure of dependencies/relationships between variables
Models: informed by data and used to predict outcomes, etc. 

We may call them Graphical Models (GMs) for short. 

Overview of activities associated to PGMs:  .........................................   And the relevant prerequisites:

Representation: How to encode domain knowledge into a model?   Joint probability distributions
Learning: Which model is “right” for the data?             MLE: maximum likelihood estimation
Inference: How do we answer questions according to a model?       Conditional probability and Bayes Theorem

Subtypes: Prediction, diagnosis.

PGMs you may have seen previously:
PCA, principal component analysis, in linear algebra 
Pedigrees, in bioinformatics and genetic analysis
Ising and other spin models, in statistical physics

This last is an example of a Hidden Markov Model (HMM), an important type of PGM.

2 types of PGMs:
A. Directed, based on a directed graph, where the edges are determined by causal relationships among variables.

These are also known as “Bayesian Networks” and a popular subtype is the HMM. Example picture:

B. Undirected, based on a graph with undirected edges determined by correlations among variables. 
These are also known as “Markov Random Fields” and a subtype is Boltzmann Machines. Example pic:

 

Notation: 
Nodes are called i, j, etc. 
Variables on the nodes are called X_i,  Y_i, Y_j, Z, etc. And these are RVs (random variables), e.g.,  N (\mu, \sigma^2) 
Realizations are possible actual values of the RVs, written x_i, y_j, z, etc. P(X=x) is the pmf, etc.

A model is represented by a graph G=(V,E) and the joint distribution of its variables (say it has n nodes):
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Recap: Multiplication rule from probability:

This is the general case. In some cases, some variables are independent of others. For example, if all are (mutually) 
independent, then the multiplication rule simplifies nicely to:

PGMs usually have a multiplication rule that is in between the general case and the all-independent case. 

A. Directed acyclic graph models (DAGs or BNs, Bayesian Networks) have variables that are conditionally independent 
of the nodes/variables outside of a Markov blanket (to be clarified later).

B. Undirected graphical models (UGMs or MRFs) have variables that are conditionally independent given neighbors.
 

Example of an HMM and DAG (A.): 
A casino using loaded dice. You bet $1 on a roll of two dice: you roll one, and the casino rolls the other, and the 

party with the highest number wins the $2. After a while you notice the casino is rolling a lot of sixes. Too many sixes?
Questions:
 1. Evaluation: How statistically likely is the observed sequence to arise from a fair die? 

2. Decoding: Which portions of the sequence are generated by a loaded die? 
3. Learning: How loaded is the loaded die? And when are they switching? 

What is the model here? 

Variables: 
X_n is the outcome of the n-th roll of the casino’s die. 
Y_n is the binary hidden variable, 0 if the die is fair and 1 if the die is loaded. 

Structure: (this is a common structure for an HMM)
There is an edge from Y_i to Y_{i+1} because we assume the casino has a strategy for switching dice. 
There is no edge from X_i to X_{i+1} because the rolls are independent (we assume). 
There is an edge from Y_i to X_i because the type of die affects the outcome of the roll. 

Probabilities: 
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This model is a Bayesian Network. Some main features are:
A directed graph, with arrows representing influence of one variable on another. 
We will be able to represent joint distributions compactly/efficiently by factorizing via conditional independence 

assumptions. To be explained later...
It encodes a generative sampling process: each variable X_i is a stochastic function of its parent Y_i.  

HMMs can also model speech and genetics:
Hidden (Y): speech signals, genome functions
Observed (X): phonemes, DNA sequences

 


